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Abstract
A semi-autonomous robot inspired by Robosimian is being developed at JPL to perform advanced
manipulation tasks on subsea objects and structures in a variety of underwater environments. A
stereo pair of cameras is often used to create 3D reconstructions for such robots to facilitate motion
planning or object pose estimation. However, this is significantly more challenging underwater due to
poor image captures caused by the degradation of light from backscattering and absorption. To
improve underwater stereo capabilities of the robot’s vision setup, we explore the use of a new robust
stereo matching algorithm fused with sonar data. We also investigate color correction techniques
based on underwater light propagation models to improve stereo correspondence matches. A
benchmarking library is presented to evaluate the performance of 3D reconstruction algorithms in
real-time or during post-processing by comparing reconstruction outputs to ground truth 3D CAD
models. An initial evaluation of the new stereo matching algorithm with sonar integration found that
this algorithm produced significantly denser reconstructions compared to previous algorithms used,
with a minor tradeoff in error with respect to the ground truth. Future work will involve evaluating the
effects of color correction techniques on stereo reconstructions.
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I. Introduction
With the discovery of potential
ocean-bearing celestial bodies like Europa,
underwater robots have the opportunity to
survey such environments currently inaccessible
to humans. However, underwater robotics is still
an important field on Earth for various industries,
including oil and gas [1]. The Underwater Mobile
Manipulation (UMM) team in JPL’s Mobility and
Robotic Systems section is researching
underwater computer vision and manipulation to
advance the capabilities of these underwater
robots so that they can perform more complex
maneuvers with more autonomy.
Stereo vision is often a significant
component in autonomous and semi-autonomous
robotics due to its ability to develop dense 3D
reconstructions that can assist with motion
planning or object pose estimation. However,
this process is very challenging for underwater
robotics due to the degrading effects of light on
images captured by the stereo pair of cameras,
which include absorption and backscattering.
Prior to the work done in this paper, the
default block matching algorithm from OpenCV
was used for stereo reconstruction. In this paper,
we describe a new method of stereo
reconstruction that implements the work done by
Geiger et al. [2] fused with the sonar capabilities
of the underwater vision head used by UMM. We
also discuss the effects of using different image
enhancement techniques to improve stereo
reconstruction.
All stereo data was gathered using the
UMM vision head, which consists of a stereo pair
of underwater cameras, a sonar sensor, and an
LED light. This vision head is fixed to a test rig
containing a task panel, which is submerged in a
cylindrical water tank. Three task panels
(Yellow, Spray Painted (Art), and Matte) were
tested under a variety of lighting conditions, with
and without a projected pattern.
The remainder of the paper is organized
as follows: Section II describes the stereo
reconstruction method fusing sonar with the
pipeline in [2]. Section III covers the effects of
water on underwater images, along with
examples of how these images can be enhanced
to improve stereo based on the work done by
Bazeille et al. [3] and Skinner et al. [4], and

Roser et al. [5]. In Section IV, an evaluation
library is presented for benchmarking stereo
reconstructions. Results of improved stereo
reconstruction using sonar and filtered images
are shown in Section V and Appendix A.
II. Stereo Reconstruction
The OpenCV block matching algorithm
was previously used on the UMM vision head.
This algorithm finds correspondences using
absolute differences between sets of pixels in the
left and right images with an optimized sliding
window approach (Figure 1). While this algorithm
is quite fast, it fails in regions of uniform color or
texture because it cannot find stereo
correspondences that exceed some threshold
(Figure 2).

Figure 1. Block matching approach to determine
displacement of a pixel across two image [6].

(a)
(b)
Figure 2. Stereo reconstruction output using
OpenCV block matching algorithm.
In order to address the issue of
ambiguous stereo correspondences, the Efficient
Large-Scale (ELAS) stereo reconstruction
pipeline described in [2] is implemented. This

pipeline takes a Bayesian approach to identify
stereo correspondences.
The initial step to the ELAS process is the
identification of “support points”. Support points
are robustly matched pixels based on their
texture and uniqueness. Texture and uniqueness
is measured using horizontal and vertical Sobel
filter responses. It is assumed that the input
image to ELAS is rectified, so that a pixel in the
left image will have its corresponding pixel in the
right image along the same row. To ensure that
these correspondences are robust, only matches
that are made left-to-right and right-to-left are
saved. These support points serve as a
foundation for the rest of the reconstruction
pipeline.
After support points are identified,
Delaunay Triangulation, shown in the left part of
Figure 3, is used to create a mesh which serves
as a prior of disparity estimation for the rest of
the image. Delaunay Triangulation creates
triangles with maximized minimum angles
between all support points, allowing for a
smoother and reasonable mesh.

p(on (r) |on (l) , dn ) ∝ exp(− ᵦ||f n (l) − f n (r) ||1 )
if the pixel on the right is exactly

dn away from

the pixel on the left, along the same epipolar
line.

f n is a 50-dimensional feature vector

formed by the horizontal and vertical Sobel filter
responses of a 5 x 5 neighborhood around the
observation pixel. Using this generative model,
samples can be drawn for each pixel in the left
image to establish the prior.
To determine the final disparity of a
pixel, the following energy function (negative
logarithm of the prior and likelihood) is
minimized to find the disparity and pixel in the
right image that best matches a pixel in the left
image:
E (d) = β||f (l) − f (r) (d)||1 − log[ + exp(− [d − μ(S, o(l) )]2 /(2σ2 ))]
Unfortunately, this method alone is
insufficient for underwater images due to
presence of water. Generally for above-water
stereo matching, everything in the image can be
mapped, or the area above a horizon line can be
cropped. However, for underwater images, ELAS
is not designed to differentiate water from
objects in the scene. Backscattering can cause
correspondences to be found within the water.
This failure is shown in Figure 4. Support points
found in the water are assumed to be robust

Figure 3. Support points {s1, ..., sM} and an
observation in the left image o(l) are used to find
correspondences in the right image [2].
The distribution used to determine the
disparities of pixels that are not support points is
shown as follows:

p(dn , on (l) , on (r) , S) ∝ p(dn |S, on (l) )p(on (r) |on (l) , dn ) (1) Figure 4. Stereo reconstruction output using
where

dn is the disparity, on is an observation

found in the left or right image (pixel
concatenated with a feature vector), and S is the
set of robustly matched support points. The
prior,

p(dn |S, on (l) ) , is proportional to a sampled

Gaussian added to a uniform distribution. The
mean and variance of this distribution is obtained
from the triangulation described earlier. The
likelihood,

p(on (r) |on (l) , dn ) , is a constrained

Laplace distribution:

(2)

ELAS.

correspondences, which negatively affects the
entire stereo pipeline.
To solve the issue of unwanted
correspondences found in regions of water, an
additional filtering step based on the vision
head’s sonar sensor is added to the ELAS
pipeline, shown in Figure 5. One instance of
sonar range data is captured as a region with a
120 degree horizontal field of view (FOV) and a

(3)

20 degree vertical FOV. To create a 3D map
using sonar, the sonar sensor is swept through a
range of pan and tilt angles. An example result is
shown in Figure 6. The accumulated sonar data
is stored as a voxel grid data structure to save
memory and simplify visualization as a point
cloud. Each voxel in the voxel grid also contains
a value representing the number of points it
represents. This value will be referred to as the
point’s “confidence” in the rest of this paper.
Due to the relatively high noise
associated with sonar readings (variance can
reach ~20 cm), the 3D reconstruction created by
sonar can not be used alone. However, an
approximated depth map can be created from
the sonar 3D point cloud.

Figure 5. Stereo reconstruction pipeline
incorporating ELAS and depth map from sonar
sensor.
This depth map serves as a constraint on support
points. A support point found in the initial steps
of ELAS can be discarded if its corresponding
depth deviates too far from the estimated depth
obtained from the sonar depth map.

Figure 6. Sonar data represented as point cloud.
The process of creating a depth map
from sonar data begins with sliding through the
left image and projecting a ray into the 3D space
of the sonar point cloud from the focal point of
the camera for each window of pixels. A
histogram is then created for each ray with a bin
size of 10 cm, which represents 10 cm segments
of the ray. A radius search is done at each
segment to find sonar points within 10 cm of the
ray, and any point found is added to the bin.
The mean confidence of each bin is
calculated, and the maximum mean across all
bins for a single ray is used as the value in the
resulting depth map. An example depth map is
shown in Figure 7.

Figure 7. Depth map created by using sonar
data.
The center and bottom region of the
sonar depth map in Figure 7 is a rough estimate
of the task panel depth. The result of using this
depth map to filter support points in the stereo
pipeline is shown in Figure 8. The disparity maps
for the block matching algorithm, ELAS without

sonar, and ELAS with sonar are also shown in
Figure 9.

Figure 10. Left and right images from stereo
cameras showing haloing effect.
Figure 8. Stereo reconstruction output using
ELAS and sonar pipeline.

(a)
(b)
(c)
Figure 9. Disparity map for block matcher (a),
ELAS (b), and ELAS with sonar (c).
III. Image Enhancement
While several methods of underwater
image enhancement have been proposed
[3][4][5], the concept of enhancing stereo
reconstructions with the assistance of enhanced
images has been a difficult task for researchers.
Some previous work successfully improved
stereo with enhanced images under the condition
that there is ambient lighting. However, the UMM
team intends to develop a robot capable of
traversing subsea environments where there is
little to no light from the surface, and much of
the scene is lit through artificial lighting. Artificial
lighting can exaggerate backscattering effects in
water, especially when there is a lot of turbidity.
A haloing effect is also created, where different
portions of the left and right images are brighter
than they should be, as shown in Figure 10. This
can degrade a stereo reconstruction because of
the artificial lighting can change the gradients
across images.

In this section, we explore two different
image enhancement techniques and discuss the
potential for these techniques to improve stereo
reconstruction.
The first image enhancement pipeline
explored is a parameter-free pre-processing
algorithm developed by Bazeille et al. [3]. This
algorithm attempts to “correct non uniform
illumination, suppress noise, enhance contrast,
and adjust colors” [3]. This algorithm is
implemented in the following steps (detailed
description in [3]):
1) Removing moiré effect
2) Resizing image to a square with power of
2 size
3) Convert image from RGB to YCbCr
4) Homomorphic Filtering
5) Wavelet denoising
6) Anisotropic filtering
7) Adjusting image intensity
8) Converting from YCbCR to RGB and
resizing image to original size
9) Color equalization
This process removes frequencies associated
with irregular illuminance and reflectance,
removes noise suppression, enhances edges,
smooths homogenous regions, and stretches
image colors across a larger range. An example
of this filter being applied in shown in Figure 11.

Figure 11. Example of image before and after
image enhancement using [3].
While this filter is convenient because it
can be applied exactly the same way in all

environments, it has several limitations. As you
can see from Figure 11, the color of the task
panel and contrast with the water is corrected
quite well, but the haloing effect caused by the
artificial lighting remains almost the same. In
fact, for this setup the filter actually increases
the noise in the water and degrades the
performance of stereo reconstruction algorithms
for many lighting conditions. More specific results
are described in Section V.
The few instances where this filter
somewhat consistently improves reconstruction
is under extremely poor lighting conditions. The
pre and post filter image of a task panel is shown
in Figure 12, and the resulting reconstructions
are shown in Figure 13.

assumption of ambient lighting, which again
results in suboptimal outcomes.
To test the feasibility of stereo
enhancement using prior depth knowledge, ELAS
is used to provide an initial depth map, the
image matting step in [5] is used to identify the
region of interest to be enhanced, and the color
correction technique in [4] is used to enhance
the region of interest.
First, the output of ELAS is heavily
interpolated to create a smooth disparity map
which serves as an input to the image matting
algorithm. Image matting uses a sparse disparity
map as input to segregate foreground and
background objects within an image using the
following equation:

I = αF + (1 − α)B

(4)

I is the image, F is the foreground components,
and B is the background components. Alpha is
solved using an algorithm developed by Levin et
al. in [7]. The output of this matting step is
shown in Figure 14.

Figure 12. Left camera image before and after
image filtering.

Figure 13. Stereo reconstruction output using
original image and filtered image.
It is clear that the original image is far
too dark for stereo reconstruction, while the
enhanced image allows for an almost complete
reconstruction. This example shows the potential
for stereo enhancement, although more work
must be done to address the haloing effect
caused by artificial lighting.
Another image enhancement pipeline
was lightly tested, based off the work of Skinner
et al. [4] and Roser et al. [5]. Both of these
works attempt color correction based on a light
propagation model which requires a prior depth
estimation. These methods also work under the

Figure 14. Image matting output using [7]. The
hotter the color, the more confident that that
pixel is in the foreground.
The panel is easily distinguishable from the rest
of the scene, and this output can be used to
determine the region of interest for which we
would like to correct the image based on a light
propagation model. In [4], the model is
simplified to the following equation

L(d, λ) = Re−n(λ)d

(5)

where L is the observed irradiance of each pixel,
R is the original undistorted pixel value, n(λ) is a
single coefficient to describe the attenuation
effects of water at three wavelengths (red,
green, and blue), and d is the depth to that

pixel. n(λ) is estimated using the following
pipeline:
1) Performing histogram equalization on the
region of interest
2) Minimizing the error function
ergb = ∑ ||C i − Ri (n)||2 using gradient
i<n

descent, where C is the histogram
equalized image, and R is the image
output of the light propagation model
using a given n
The output of this color correction is shown in
Figure 15.

IV. Benchmarking
In order to quantify the 3D
reconstruction output of stereo algorithms, a
C++ library, Scene Reconstruction Benchmark
(SRB), was developed to compare a stereo
output point cloud to a ground truth point cloud.
A point cloud is a set of points in 3D space to
represent an object. The ground truth point
cloud of the task panel was obtained by sampling
100000 points from a CAD model. Ground truths
for the panel and interfaces for UMM’s task panel
can also be separated so that they can be
evaluated separately (Figure 17).

Figure 17. Point clouds created by sampling 3D
CAD models.
Figure 15. Image enhancement using prior depth
information.
This method of using prior depth
information is flawed for UMM’s current test
setup. By using a prior estimate of depth, this
pipeline enters the chicken and egg problem of A
better stereo reconstruction results in a better
image which results in a better stereo
reconstruction. Therefore, this algorithm
enhances an image quite nicely when the prior
depth estimate is already accurate, which means
that there is little to no improvement in stereo
reconstruction. In poor lighting conditions, the
initial depth estimate can be extremely
inaccurate, causing a dramatic failure of this
image enhancement technique, shown in Figure
16.

Figure 16. Bad enhancement result due to poor
prior depth information.

The library can be used in two ways:
1) Command line usage to evaluate a
single point cloud file (.pcd)
2) ROS node usage to evaluate point
clouds in real time.
In order to compare the ground truth to a stereo
output, the ground truth point cloud must first
be transformed to the correct orientation to align
with the output. This transform is read from a
text file provided by the user, containing a
quaternion and translation. Once the ground
truth is successfully transformed, several metrics
are used to evaluate the performance of the
stereo algorithm for the task panel, interfaces,
and panel itself.
(1) A KNN search is used to find the nearest
neighbor of each point in the stereo
output within the ground truth point
cloud. The distance between a point in
the stereo output and its nearest
neighbor in the ground truth is squared
and averaged to determine the mean
squared error of the stereo output, which
represents how close the stereo output is
to the ground truth distance wise.
(2) The variance of the mean squared errors
calculated previously is calculated to
show the variability of the stereo output
with respect to the ground truth

(3) Another metric, which we will call
“accuracy”, is the percentage of points in
the stereo output that have a neighbor in
the ground truth within 5 centimeters.
This percentage quantifies how
reasonable the stereo output is, and will
show if there are any outliers.
(4) Coverage is calculated as the percentage
of points in the ground truth with a
neighbor within 5 centimeters in the
stereo output. Similar to (1), a KNN
search is used to find the nearest
neighbor of each point in the ground
truth within the stereo output point
cloud. This percentage is the amount of
the ground truth that is represented by
the stereo output.

lists the stereo reconstruction results of block
matching and ELAS before and after filtering
using the pipeline described in [3]. More specific
conclusions can be made when analyzing the
trends for each lighting condition, although this
may require more data for any significant claims
to be made.

This benchmarking library facilitates streamlined
evaluation of stereo reconstruction and can
easily be implemented as long as a proper
transform file and ground truth is provided.
V. Results
The benchmarking library (SRB)
described in Section IV is used to evaluate the
difference in reconstruction performance
between block matching and ELAS. Stereo
reconstruction after image enhancement is also
evaluated. Some example outputs of stereo
reconstructions are provided in this section for
comparison.
To evaluate the performance of the block
matcher versus the ELAS pipeline integrated with
sonar, SRB is run on a set of data previously
collected in an underwater tank. This data
includes three different task panels: Yellow,
Spray Painted (Art), and Matte. For each panel,
the LED light intensity cycles through values [0 1
5 100] and the cameras’ shutter values cycle
through [0.01 0.2 0.05 0.1]. For each of the
LED-shutter combinations, the projector that
displays a block pattern is turned on and off,
except for the Art panel (this panel does not
need the extra texture from the projector). This
data set allows the stereo algorithms to be
tested under a variety of lighting conditions with
different color surfaces.
The results of this evaluation are
provided in Appendix A. The data in Appendix A

Figure 18. Stereo reconstruction outputs of block
matcher (left column) and ELAS with sonar (right
column).
From these results, it is apparent that
ELAS performs better for each metric compared
to the block matching algorithm. This means for
ELAS, there is less error on average, the
variance of the error is lower, a higher
percentage of the ground truth is represented in
the reconstruction, and the percentage of the
reconstruction that is valid is higher. This
improvement is not without a cost, however,
because ELAS integrated with sonar takes about
3 times longer to run compared to the original
block matching algorithm. Also, another
limitation of using sonar is the low resolution and
high error associated with the sonar data.
Because of this error, the sonar depth map is
unable to display small objects.

With respect to the effects of image
enhancement on stereo reconstruction for the
average case, there is generally no improvement
for either stereo algorithm. When more closely
observing the data, the most improvement
occurs in very poor lighting conditions (low light
and low shutter) because image enhancement
can drastically change the observability of the
scene. Under good lighting conditions, or scenes
where the panel’s texture is already clear, there
is actually a loss of performance in stereo
reconstruction. This is because there can be little
improvement to the visibility of the panel, but
the strong noise caused by backscattering can be
enhanced during the contrast stretching step.
Currently, this image enhancement step takes
over a second to run on a single image, which
prevents stereo reconstruction from running at
real time. However, this enhancement algorithm
has not been fully optimized.

(a)
(b)
Figure 19. Block matcher output before image
enhancement (a) and after image enhancement
(b).

(a)
(b)
Figure 20. ELAS with sonar before image
enhancement (a) and after image enhancement
(b).
VI. Conclusion and Future Work
In this paper, a stereo reconstruction
pipeline is introduced, which is capable of
robustly reconstructing scenes captured
previously. The effects of enhancing images on

stereo reconstruction are also discussed, but the
specific circumstances in which the image
enhancement methods attempted improve stereo
is not well defined. A benchmarking library was
also provided as a tool for evaluating stereo
reconstructions.
While the results of this paper show that
stereo can be improved with the implementation
of a new stereo reconstruction pipeline
integrated with sonar sensing, there is still a
tradeoff between reconstruction quality and
computation cost of incorporating sonar data and
bayesian estimation. However, the software used
to run this stereo pipeline has not been
parallelized, which may negate this concern.
Similarly, image enhancement shows potential to
improve stereo reconstruction under poor
visibility conditions, although more research will
have to be done to determine what filters
improve stereo the most, and how artificial
lighting affects this process compared to ambient
lighting.
The benchmarking library described also
provides a convenient tool to quickly evaluate
stereo reconstructions. However, this tool does
not indicate high level qualities that are
important to the results of a reconstruction,
which include how well the reconstruction suits
pose estimation, or the quantity of false
positives/negatives. Further development of
benchmarking will allow a greater understanding
of how useful a reconstruction can be.
Additionally, all of the data used to
evaluate the work done in this paper is very
similar, since the same size task panel and
interfaces are used. Varying test data to include
different features and underwater environments
will help provide a better understanding of where
stereo algorithms fail, or when image
enhancement can improve reconstruction.
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